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Introduction

This work is devoted to an algorithm for parallel computation of Bruhat decom-
position. Bruhat decomposition is a representation of an invertible square matrix
A as a product A = Uy PUs,, where Uy, Us are upper-triangular matrices and P
is a permutation matrix. Matrix P is uniquely determined. Bruhat decomposi-
tion is a natural generalization of the LU decomposition: indeed, if all leading
principal minors of the matrix are non-singular, the permutation matrix becomes
anti-diagonal, and then the product UP is precisely the lower-triangular matrix
L. Classical algorithms for parallel computation of the LU decomposition are de-
scribed e.g. in [2]. In this work, we will construct a more general algorithm for
Bruhat decomposition.

For convenience, we reformulate the problem slightly. Let a non-singular
square matrix A be given. We want to find matrices U (upper-triangular), L
(lower-triangular), and P (permutation) such that the following holds:

LAU = P.

Indeed, given these matrices, it is easy to compute matrices for Bruhat decompo-
sition in its classical form.

Parallel Bruhat decomposition algorithms rely on generalized Bruhat decom-
position, introduced by Malaschonok in [3] and Grigoriev in [1]. This decomposition
preserves, in a certain sense, the rank stucture of matrix A.

Definition 1. A subpermutation matriz is matrix, where every row and every col-
umn contains at most one non-zero entry, and every non-zero entry is equal to
1.

Definition 2. An LEU-decomposition is a representation of an n X n matrix A,
whose rows i1, ...,%, and columns ji,...,ji are zero, as a product A = LEU,
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where U is a full-rank n X n upper-triangular matrix, L is a full-rank n x n lower-
triangular matrix, and F is an n X n subpermutation matrix whose rows i1, ..., 4,
and columns ji, ..., ji are zero, and rk(E) = rk(A). Columns iy, . ..,%,, of L and
rOwS j1,...,jk of U coincide with the columns and rows of the identity matrix.

Every square matrix has an LEU-decomposition. (This is proved e. g. in [3].)

1. The Bulk Synchronous Parallel model

We consider parallel computations in the BSP (Bulk Synchronous Parallel) model,
introduced by Leslie Valiant in [5, 4]. The BSP model assumes several processors
that can perform computations in parallel and exchange information with each
other. Thus, in this model, it is important to optimize not only the distribution of
computation blocks but also the communication between them. The computation
in BSP model is a sequence of supersteps, during a superstep, a processors execute
asynchronously. At the end of each superstep, a barrier synchronization occurs,
ensuring that all processors have completed the current stage of local computation
and network communication, and proceed to the next stage of computation. Thus,
the number of supersteps (at the end of each of which synchronization occurs) also
needs to be optimized.
We will use the following notation:

o W, ,(k,7) — computation cost on processor r at superstep k, W, ,(k) =
max, (W, ,(k,r)) - computation cost at superstep

e H, ,(k,7) — communication cost on processor r at superstep k, H, (k) =
max,(Hp p(k,r)) - communication cost at superstep k

e S, — number of supersteps.

2. Square-block algorithm

In this algorithm, processing a square block involves four recursive calls to blocks
of half the size. First, we recursively process the upper-left block of half size and
obtain its LEU-decomposition. Next, we preprocess the lower-left and upper-right
half-size blocks, and obtain their LEU-decomposition. Finally, we preprocess the
lower-right block and obtain its LEU-decomposition.

2.1. Recursive call

Suppose that at some point we have obtain a matrix B of size m X m partitioned
into blocks of size m/2 x m/2:
boo  bo1
B = .
(bw b1

1. LEU-decomposition for byg. (matrices Ly, U;)
2. Partial elimination of rows in b(;; and columns in b},. (matrices L', U’)
3. LEU-decomposition for b, and bj,. (matrices Lo, Us).
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4. Partial elimination rows and columns of block b/;. (matrices L, U")
5. LEU-decomposition for the updated b;;. (matrices L, Us)
Summary. L3L"LoL'LiBU,U'UsU"Us = E, where E is the resulting sub-permutation
matrix.

The parallel implementation of this algorithm for matrix multiplication incurs
the following costs:

W(n,p) =O0(n’/p), H(n,p)=0(®n/p*?), S(n,p)=o0(1).

The computational, communication, and synchronization costs of this algo-
rithm are as follows:

W(n,p) = O (%3)

n 2 ~
O p2/3> OLZleg)g
0 L) otherwise

pe(2—Togz 3)

S(n,p) = O(3k0), ko =log(n/ng)

H(n,p) =

Thus, for o > m =~ 1.59, optimal communication is achieved, since it
2

is dominated by the communication of matrix multiplication.

3. Antidiagonal Recursion

3.1. Banded Matrices
Definition 3. Matrix A is called lower banded of bandwidth k if the following holds:

lemma 1. Let matrices A, B be lower banded of bandwidth k. Then the matrix
AB is lower banded of bandwidth 2k.

lemma 2. Let A, B be n x n matrices, lower banded of bandwidth m. Then the
product AB can be computed in parallel on p processors with the following costs:
md/3p2/3

w=o(=) H=0(=5x"), s=o().

3.2. Anti-diagonal partitioning

Next, we consider an algorithm based on the following recursive scheme. The
matrix is partitioned into anti-diagonal strips of width ny = n/p®. During com-
putation, the algorithm processes these strips sequentially, from left-to-right and
top-down. We call a strip reduced if for any of rows (or columns), the intersection
of that row (or column) with the strip contains at most one nonzero entry, and
that entry is 1. A strip of width ng can be reduced by multiplying on the left
and right by banded matrices of bandwidth ng. Before reduction, preprocessing of
the current strip is required in order to eliminate certain columns and rows, it is
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performed by multiplying on the left and right by banded matrices of bandwidth
2710.

lemma 3. An antidiagonal strip of width ng of an n x n matrix can be reduced by
multiplying on the left and right by banded matrices of bandwidth ng also of size
n x n. This reduction has computation cost W = O(n3) and communication cost
H =0(nd).

3.3. Algorithm

We select several consecutive antidiagonal strips in matrix A, from left-to-right
and top-down. They form a strip of width m = d - mg. The algorithm takes such
a strip as input and reduces it as follows:

1. Recursively process the upper-left half-strip of width m /2
2. Update the on the main diagonal half-strip (also of width m/2)
3. The next recursive call processes the lower-right half-strip

The computational, communication, and synchronization costs of this algo-
rithm are as follows:

n

Wi =0(2). Hp=0(42). S -06)

Where o > 2/3 Thus, it is clear that the algorithm based on anti-diagonal recursion
is more efficient than the algorithm based on block recursion. Moreover, the anti-
diagonal algorithm achieves optimal computational and communication costs.
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